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Motivation 

Objective: Accelerate Convolution (Conv) and Matrix 
Multiplications (Matmul) for CNNs and Transformers:  FPGAs 
contain inherent parallel computing resources which can parallelize 
these operations efficiently

FPGA-based hardware accelerator: Challenges we address:
• Design a symmetric architecture with uniform systolic data flow and 
package it as a customisable IP

• Increase throughput
• Efficiently use all parallel hardware resources
• Reuse kernels and data: Reduce memory access latency

Systolic architecture IP: Questions we ask:
• How can we make the processing elements (PEs) more parallel-
computation capable and scalable? 

• Can vectorization help in reducing the memory redundancy while 
increasing the throughput?

• What resources on the FPGA are should we map the Matrix 
multiplication or convolution operation to, considering the trade-off 
between utilization and throughput?

• Automate the IP generation for networks of different sizes: Can we 
auto-map the kernels and partition the matrices of different sizes 
to different systolic lane widths?

Matrix Convolution

Self-attention in 
Transformers



Key ideas

•We propose a Parameterizable Vector Systolic 
Architecture (VSA) IP
•Accelerates image-kernel convolution and matrix 
multiplications

Parallel-computation 
capable and scalable 
PEs

•We design a Tiled VSA: Fully populates all FPGA resources
•Utilizes a novel convolution method [1] with reduced latency
•We explore PEs with different vector lane widthsIncrease throughput

•We partition the kernels and matrices of larger sizes to 
operate on smaller VSAs
•We propose a Hybrid Tile VSA: Some tiles utilize LUTs and 
some DSPs

Utilize FPGA resources 
efficiently

•We identify the ideal lane width of the Vector PE
•Kernels/matrices are auto-mapped to VSA tiles of different 
lane widths 

Automate the VSA IP 
generation

Our VSA accelerator achieves 
1165 GOPs and 1072 

GOPs for the optimal Vector-6 
and Vector-8 lane width 

Systolic architectures on the 
Xilinx ZCU104 FPGA

Our VSA accelerator achieves 
1165 GOPs and 1072 

GOPs for the optimal Vector-6 
and Vector-8 lane width 

Systolic architectures on the 
Xilinx ZCU104 FPGA



Vector Systolic Accelerator
Multiple image elements 
being fed in parallel to 
the vector lanes

Kernel elements

 Vector PE

 PE

Parallel Computation: 
● Vector-PE that integrates multiple MAC units, 

operating on distinct image elements with the 
same kernels.

● Partition the image into multiple blocks, 
simultaneously processed by VSA

● Variable vector lane width: 2, 4, 6, 8, 10, and 12.



Hybrid Tiled VSA
• Hybrid Tile-VSA: DSPs being scarce resources on FPGA, it 

limits the number of tiles that can be instantiated

• Hybrid Structure: some times with DSP and others on LUTs, 
which increases the parallel computation, and increases 
the overall throughput at the cost of reduced frequency

• Automation of IP Generation: We identify the ideal lane 
width of the Vector PE

• Kernels/matrices are auto-mapped to VSA tiles of different 
lane widths

Parameters:
• Data width
• Matrix Size
• Array Size
• Number of 

TIles
• Resource: 

DSP/LUT
• Vector Length



Experimental setup on FPGA and Results

Role of lane width on 
throughput

Hybrid approach demonstrates 
maximum throughput

We recommend Vector-6 or 
Vector-8 with DSPs as an optimal 
configuration:  Good  throughput 
+ enables 10-15 tiles 

Hybrid multi-tile 
strategy: Some tiles 
with LUTs only and some 
with DSPs only

The Design1  with hybrid 
tiles can accommodate 
maximum tiles compared 
to the Design 2 and Design 
3 

Throughput versus latency across 
various vector lane widths

• Throughput decreases with an increase in 
lane-width due to reduction in the 
number of tiles.

• Latency decreases with an increase in 
lane-width, reducing the critical path, 
making it suitable for denser neural 
network implementations.

Design 1: Hybrid Tile
Design 2: DSP-only Tile
Design 3: LUT-only Tile



Related work and Conclusion 

• We introduced a Vector Systolic Accelerator IP with reconfigurable lane-width Processing 
Elements (PEs)

•  We proposed a hybrid multi-tile strategy on FPGA, partitioning resources to have some tiles 
using DSPs and others utilizing remaining LUT resources --> Achieved improvements 
of 2.3x and 1.49x over its non-Hybrid counterparts for Vector-6 and Vector-8 respectively 

•  We replicated the Tiled-VSAs to entirely populate the FPGA  -- >  Throughputs achieved: 1165 
GOPs and 1072 GOPs with convolution latency of 0.923 ns and 0.682 ns for Vector-6 and 8 on 
ZCU104

Summary

With Vector 2 and 4

• Automate the vector tile section 
based on the kernel/matrix size, 
resource availability, and desired 
throughput. 

• Reconfigure the VSA for large 
matrix multiplications

Future work

tt

[1] Devaraddi, et al, DSD'22
 [3]L. Jia, et al, IEEE Micro'20 [7]M. Huang, 
et al,IEEE Trans. Circuits Syst.-22 
[8]Chengcheng Huang, et al, FPL'21 
 [11] X. Liu, et al, ASAP'21 [17]X. Chang, et 
al, IEEE Trans. Circuits Syst.-21
[10] P. Xue, et al, ”Dual-Line-Systolic Array 
for High Performance CNN Accelerator,”-
FCCM
[17]X. Chang, et al, “A mixed-pruning 
based framework for embedded 
convolutional neural network 
acceleration,” - TCAS-I
[18]C. Zhu, et al,  “An efficient
hardware accelerator for structured sparse 
convolutional neural networks
on FPGAs,” - IEEE VLSI


	Slide 1
	Slide 2
	Motivation 
	Slide 4
	Slide 5
	Vector Systolic Accelerator (2/2)
	Experimental setup on FPGA and Results
	Related work and Conclusion 

